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Abstract—We present a custom design low cost 5 Degree of
Freedom manipulator and a primitive-based manipulation plan-
ner for cluttered tabletop environments. The planner contains
non-prehensile and non-lifting motion primitives to compensate
for the manipulator’s relatively low degree of maneuverability
and payload. Starting with the goal maneuver, it establishes
the plan backwards in time, doing a combinatorial search over
all such primitives in order to clear the collision areas for the
later maneuvers. We use a simple world model, several greedy
heuristics and a pruning method which reflects our considerations
for minimal computational complexity in order to facilitate
running on low cost platforms. We demonstrate our system’s
performance in a simulated environment with common household
objects using the Virtual Robot Experimentation Platform.

I. INTRODUCTION

Object manipulation is performed by humans on a daily
basis with extremely high efficiency and versatility. This ex-
cellence is particularly pronounced in cluttered environments,
where we grasp objects with complex geometries in tight
spaces, rearrange dense groups of bodies and reach for highly
obstructed targets with ease. It is only natural for us to
aim for replicating this aptitude on our robotic systems that
we design to utilize among humans where such clutter is
inevitable. Tables, shelves, cupboards, boxes and many other
containers accommodating objects in a disorderly fashion will
only be accessible to our robots after having acquired such
manipulation skills to a certain degree.

The ability of robots in performing these manipulation tasks
have been remarkably increasing over the recent years. As
opposed to grasping objects in cleared spaces, many authors
have done studies towards enabling robots to perform grasp
planning in cluttered configurations [1] where uncertainty is
present [2]. Clutter was also taken into consideration for
manipulator path planning [5]. Some studies have gone further
into concentrating on clearing extremely cluttered scenes (i.e.
piles and heaps) [20, 4] and considering physical behaviors
of closely situated objects under non-prehensile manipulation
[11, 7]. Finally, a backwards planning algorithm based on
motion primitives was proposed for efficiently clearing objects
obstructing the target [10].

The major drawback of all previous studies is the usage
of expensive hardware. Two of the most commonly used
manipulation platforms in the cited studies are PR2, a semi-
humanoid robot with two 7 Degree of Freedom (DOF) arms,
and the combination of Barrett Whole Arm Manipulator, a 7
DOF arm, and BarrettHand, a dexterous hand; the former is

listed at $280,000 USD [21] and the latter combination’s cost
is estimated to be the sum of $150,000 USD [8] and $30,000
USD [3] respectively at the time of writing.

While these platforms indeed provide highly desirable de-
grees of maneuverability, precision and payload, a drastically
lower cost design must be made for widespread accessibility.
The 7-DOF arm by Quigley et al. [16] (listed at $4,135 USD)
and the arm of Dynamaid by Stückler et al. [19] (estimated
to be at least $3,684.5 USD including only the servomotors
[18]) would be promising components for such a design. Still,
no previous work exists for manipulation in clutter on such
low cost platforms to the best of our knowledge at the time
of writing.

In this study, we propose a robotic manipulation system
including a 5-DOF robotic arm, an RGB-D perception system
and a planning algorithm in order to solve the tabletop
manipulation problem in clutter. The goal of our system is
to retrieve a rotationally symmetric household target object
residing upright on a table along with other similar objects
(such as cans, bottles, glasses etc.). The configuration of these
objects is such that the target object is not directly reachable
due to obstructions caused by the other objects. The key ideas
in our design are not only minimizing the monetary cost
of hardware but also minimizing the computational costs of
software as much as possible. This will enable the software to
run on lower-end computational platforms, possibly reducing
monetary cost, power consumption, physical size and weight,
all of which are important aspects in robotic hardware.

The rest of the paper is organized as follows. We describe
our hardware design in Section II, then proceed to explain
the software design in Section III and the planning algorithm
in detail in Section IV. Finally, we present our experimental
setup and results in Section V and conclude with the planned
extensions in Section VI.

II. HARDWARE DESIGN

Our proposed robot consists of a custom design 5-DOF
manipulator and a Microsoft Kinect for Xbox [14] for visual
object recognition. Both of these are planned to be mounted
on a wheeled robotic base for mobility; however, the scope of
this study is limited to manipulation and perception only.

The manipulator’s technical drawing is given in Figure 1
along with the degrees of freedom. Its configuration and length
proportions are modeled to resemble those of an adult human
arm [12], it however, features only 5-DOF to reduce cost.



Fig. 1. Mechanical design of the manipulator (degrees of freedom shown in
red, all dimensions are in mm)

Compared to the more common 7-DOF configuration, which
is a more accurate model, it sacrifices two major maneuvers.
First, given a goal end effector pose, the elbow can only reside
in the so-called elbow-up and elbow-down positions instead of
being able to reside on any point on an arc segment of a circle
(i.e elbow loci) determined by the goal pose. Second, the end
effector’s yaw orientation is not controllable, and this makes
approaching and grasping objects from sideways impossible;
instead, the end effector must approach the object on the
shoulder-object direction in order to grasp it. These limitations
are taken into consideration while designing the motion and
planning algorithms, as discussed in detail in Section IV. The
end effector is a 1-DOF gripper designed to grasp objects with
simple geometries (such as cylindrical, spherical or cuboid
objects) residing upright on a flat surface. It also has flat areas
on its side surfaces, suitable for pushing obstacles sideways
without grasping.

All joints are driven by Robotis Dynamixel series servo-
motors [17] where the specific servomotor for each joint is
annotated on the technical drawing seen in Figure 1. Aside
from the two long links that connect the shoulder to the
elbow and the elbow to the wrist, all frames are commercially
available in the Dynamixel frame catalog. The total cost of the
arm sums up to $1,788.2 USD at the time of writing [18].

To study the payload limits, we need the nominal torques
which are not reported in the Dynamixel specifications. In-
stead, we estimated them from the specification of a DC
motor [13] reported to be the same series as those utilized
in the Dynamixels [17]. Short term operation notes on the
specification indicate that the servomotors may briefly apply
up to approximately 2/5 of the stall torque.

Considering brief operation, payload limits of each of the
three lift joints (namely shoulder, elbow and wrist) when the
load is at its furthest horizontal distance from the shoulder
(0.728 m) indicate that the shoulder lift is the restricting
joint, limiting the overall payload to 200 g. To improve, we
consider the case of lifting a load at the closest possible
horizontal distance (0.280 m) with the elbow up configuration.
Since the forearm may eventually become horizontal to the
ground, the resulting maneuver only improves the shoulder
lift’s payload. The overall payload is therefore increased to

TABLE I
PAYLOAD LIMITS WITH RESPECT TO JOINTS

Joint Torque Wasted on
Own Weight (Nm)

Remaining
Usable Torque
(Nm)

Limit
Payload
(g)

Load is lifted at 0.728 m away from shoulder
Shoulder Lift 1.93 1.43 200

Elbow Lift 0.801 1.60 376

Wrist Lift 0.129 0.871 593

Load is lifted at 0.280 m away from shoulder
Shoulder Lift 0.568 2.79 1018

Elbow Lift 0.801 1.60 376

Wrist Lift 0.129 0.871 593

Fig. 2. Overall hardware with mock-up mobile base.

that of the elbow lift’s, namely 376 g; this maneuver is utilized
when designing the arm’s motion, as discussed in Section IV.
Calculated payloads from both cases are presented in Table
I. Naturally, the payloads are expected to be lower due to
dynamic centrifugal forces, other equipment mounted on the
arm’s frames such as cables and screws, and motor overheating
since we have only considered short term operation.

The arm and Kinect are mounted on simple supports over
the base. Kinect is tilted downwards at a 40◦ angle for better
viewing the tabletop surface we aim to operate on. In addition,
a simple tray is added near the arm base to provide a placement
goal for target objects during the experiments. Given these, the
overall hardware is shown in Figure 2.

III. SOFTWARE DESIGN

In order to test the robot and study its limits rapidly and
without damage risks, we built an accurate simulation model of
our robot for the Virtual Robot Experimentation Platform [6].
All of the software besides simulation is implemented on the
Robot Operating System (ROS) [22]. In order to control the
end effector trajectory, the manipulator’s inverse kinematics
problem is solved geometrically similar to a previous work
[23].

To perceive the objects which will potentially be manip-
ulated, we use the tabletop object detector package readily
available in ROS [15] which requires 3D models of all objects
that will be recognized to be available in a local database.
When run, the model IDs of the detected objects, their two



Fig. 3. Actual scene objects (left) and tabletop object detector results (right)

dimensional positions on the table and detected table limits
are retrieved, an example of which can be seen in Figure 3

The overall system (ROS software and simulation) runs on a
desktop computer while the robot is assumed to be positioned
in front of the table on which the desired objects reside. Since
the algorithm running in tabletop object detector is compu-
tationally expensive, we have chosen to perform perception
once before manipulation. The obtained object configuration
is then used by the motion planning algorithm to perform
manipulation.

IV. MOTION PLANNING FOR CLUTTER

Our planning algorithm is based on the backwards planner
proposed by Dogar and Srinivasa [10]. It relies on the follow-
ing strategy: Given a target object and a maneuver to retrieve
it, the objects that are obstructing the maneuver must first
be cleared. To clear those objects, we must perform further
maneuvers on them, which result in their own obstructing ob-
jects, and so on. Since this method depends on a combinatorial
search over maneuvers and objects, we require a world model
and a set of maneuvers that are computationally efficient.

In order to achieve this efficiency, we have chosen a two
dimensional world model where the objects are represented
with circles. They reside in a non-overlapping fashion within
the rectangular world, where object positions and world
boundaries are estimated by tabletop object detector. The
diameters and heights of all objects are known beforehand.
The arm’s swept volumes during its maneuvers are projected
down to the tabletop surface, resulting in two dimensional
collision areas.

For arm maneuvers, we have taken a primitive-based ap-
proach, where each task of our plan is chosen from a prede-
fined set of simple motion primitives. Since these primitives
are generated at each step of a combinatorial search, their
end effector trajectories are chosen to be composed of geo-
metrically simple (such as linear and arc-like) segments and
their collision areas are simplified as much as possible for
computational inexpensiveness. We have defined three such
motion primitives of increasing complexities, namely Sweep,
Grasp-Move and Pick & Place.

A. Motion Primitives

1) Sweep: This primitive consists of pushing the target
object sideways with the side of the gripper. The gripper
follows an arc-like trajectory where the only moving joint is

(a) Sweep maneuver (b) Sweep collision area

(c) Grasp-Move maneuver (d) Grasp-Move collision area

(e) Pick & Place maneuver (f) Pick & Place collision area (irrele-
vant frames not shown)

Fig. 4. Motion primitives

the shoulder turn and therefore the only degree of freedom is
the distance traveled on the trajectory. The resulting maneuver
is seen in Figure 4a. Since the swept object may roll away
from the side surface of the gripper, we limit the traveled end
effector distance to a small value to ensure that the object
travels approximately on that arc.

The collision area while performing this maneuver is ap-
proximated using the smallest bounding rectangles for the
gripper and the rest of the arm, as seen in Figure 4b. The
objects are pushed at appropriate predetermined heights, such
as at half-height for a soda can and at the height where the
object is thickest for a wine glass.

2) Grasp-Move: Our second motion primitive is composed
of approaching the object (similar to the push-grasp defined
by Dogar and Srinivasa [10]), grasping it and moving it on a



linear trajectory to a desired location without lifting it from
the tabletop surface, as seen in Figure 4c. While using this
primitive, there are two degrees of freedom for a given object,
namely the target x and y coordinates. The collision area is
approximated similar to Sweep, as seen in Figure 4d.

The grasps are done at appropriate predetermined heights
similar to Sweep. In addition, we push the object directly
to the target without grasping where possible (i.e when the
object is pushed away from the shoulder) thanks to the gripper
enclosure.

3) Pick & Place: In our final primitive, we first approach
the object, grasp it similar to Grasp-Move, and pull it towards
the arm base. We then lift it to a safe height (over the heights
of all objects in the scene) and move it on a linear trajectory
to the position on the shoulder-target direction that is as close
as possible to the arm base. Finally, we lower the object back
on the tabletop surface and push it towards the desired target
location. Again, this primitive has two degrees of freedom
for a given object, which are its two dimensional target
coordinates. This maneuver, seen in Figure 4e, reflects our
payload considerations discussed in Section II and is expected
to increase the maximum weight that the arm is able to lift.
The collision area, seen in Figure 4f, is approximated similar
to the previous primitives.

B. Planning Algorithm

The planner works backwards in time in order to clear the
areas to be occupied by the later maneuvers. We start with
a global stack with only the goal primitive on it. At any
given time, given the primitive p on top of the stack, the
algorithm iterates over all objects that need to be cleared.
For each such object, it iterates over all feasible primitives;
at each iteration, it pushes the primitive on the stack and calls
itself recursively. We also propagate the list of objects to clear
that are not yet cleared to the pushed primitive, excluding
the object manipulated by the pushed primitive as it will be
cleared.

A given primitive p we plan to push onto the stack is
not allowed to collide with the set of target objects we
plan to move with the later primitives (i.e. all primitives
that are currently on the stack) after p is executed; they are
“untouchable”. This implies that we may not plan another
primitive for an object that is already incorporated into the
current plan; this choice limits the plan complexity but resolves
circular wait issues such as pA colliding with target object of
pB and pB colliding with target object of pA.

Since our algorithm is essentially a combinatorial search,
it is open to pruning schemes. For this reason, we define the
goodness measure of a plan as its total end effector trajectory
length. If at any point the (possibly incomplete) plan described
by the current stack is longer than the current best plan, we
no longer continue the search on that branch.

During our search, we iterate over all feasible primitives
for a given object. For a primitive to be feasible, we require
a target position that will clear the manipulated object out of
the collision areas. In the case of Sweep, which has 1-DOF,

Input: Object o, 2-tuple t where t1 is the primitive type and t2 is
the target direction

Output: Primitive p whose target position is collision free, or
NULL if no such primitive is found

1: method INTERVALSEARCH(o,t)
2: dinc ← dmax/2
3: d← dmax
4: any p found← False
5: while dinc > dmin do
6: p ← new primitive with type t1, manipulated object o,

direction t2 and length d
7: free or off ← final position of o subject to p does not

collide with areas of any pi ∈ K
8: clear ← p does not collide with objects manipulated by

any pi ∈ K or inaccessible areas
9: if free or off and clear then

10: any p found← True
11: end if
12: if free or off then . Free or world collision
13: d← d− dinc
14: dinc ← dinc/2
15: else . Primitive area collision
16: d← d+ 2dinc
17: end if
18: end while
19: if any p found then return p
20: else return NULL
21: end if
22: end method

Fig. 5. Binary interval search algorithm

we may do an interval search over the pushed distance in
order to find a non-colliding position. In the case of Grasp-
Move and Pick & Place where there are 2 DOF, we propose
the following less complex solution as an alternative to the
commonly used Rapidly-Exploring Random Tree (RRT) based
approaches [10]:

We choose four directions that are 90◦ apart and we rotate
them with a uniformly distributed angle between 0◦ and 90◦.
Given such a direction, movement along that direction using
Grasp-Move and Pick & Place is reduced to 1-DOF. Therefore,
we may interpret the situation as having 10 different 1-
DOF primitives: Left and right Sweep primitives, four Grasp-
Move primitives and four Pick & Place primitives. As a
greedy heuristic, these primitives are selected in the order
of increasing complexity, namely Sweep first, Grasp-Move
second and Pick & Place last.

For a given direction to move an object out of the col-
lision area, we know that the initial position collides with
the previous primitives and a distant enough target on that
direction is inaccessible (i.e the world boundary, workspace
boundary, untouchable objects or Sweep limits). Therefore,
we approximately model this interval as being composed of a
sub-interval with primitive area collision on one side, a sub-
interval with inaccessible area collision on the other side, and
a free sub-interval between them. In order to find a position
on this free sub-interval (if any exists), we propose the binary
interval search method in Figure 5 where K denotes the global
primitive stack discussed earlier. In this method, we set the



1: method SOLVEPREVIOUSSTEP
2: if K’s plan is worse than Kbest’s plan then return
3: end if
4: p← K.top()
5: if p.O = ∅ then
6: Kbest ← K
7: return
8: end if
9: for all oi ∈ p.O do . Iterate over all objects

10: θG ← UNIFORMRANDOM(0,π
2

)
11: θP ← UNIFORMRANDOM(0,π

2
)

12: for all tj ∈ {(S, left), (S, right),
(G, θG), (G, θG + π

2
), (G, θG + π), (G, θG + 3π

2
),

(P, θP ), (P, θP + π
2
), (P, θP + π), (P, θP + 3π

2
)} do

. Iterate over all primitives
13: pnew ← INTERVALSEARCH(oi,tj)
14: if pnew 6= NULL then
15: C ← set of objects that collide with pnew
16: pnew.O ← p.O ∪ C \ {oi}
17: K.push(pnew)
18: SOLVEPREVIOUSSTEP()
19: K.pop()
20: end if
21: end for
22: end for
23: end method

Fig. 6. Planning algorithm

parameters dmax to the largest possible length in our world
and dmin to a small value, denoting our resolution.

The method finds the position in the free region that is
closest to the collision region (and therefore closest to the
initial object position) within the set resolution. This leads to
a greedy heuristic target search where each primitive moves
the object for the minimum possible distance. One drawback
is that in reality, there may be multiple collision intervals due
to the total primitive collision region being concave, and the
method may find the free position that is closest to a more
distant collision area instead.

At any point of the planning algorithm, we declare that the
plan described by the stack is executable if the primitive on top
of it does not collide with any object; such a plan is executed
by running the primitives on the stack from top to bottom.
Also, between the execution of consecutive primitives, we first
lift the end effector to a safe height, follow a linear trajectory
towards the next primitive’s initial position and lower the end
effector; this enables us to remain free of collision between
primitives.

We run the planning algorithm until all possible combina-
tions are exhausted or a time limit is reached. Formally, given
a target object o, a primitive p to retrieve it and an empty stack
Kbest; we determine p.O denoting the set of objects colliding
with p, push p onto an initially empty stack K and call the
method in Figure 6, terminating it if a time limit is reached.

In the method, UNIFORMRANDOM(A,B) generates a uni-
formly distributed number in the interval [A,B]. S, G and
P denote Sweep, Grasp-Move and Pick & Place respectively.
When the method finishes, we execute the plan described by
Kbest if there is any and report failure otherwise.

Fig. 7. A typical experiment scene and generated plan composed of primitives
in the indicated order; red, blue and yellow represent Sweep, Grasp-Move and
Pick & Place respectively

TABLE II
PLANNING AND MANIPULATION PERFORMANCE

Successful instances 83
Failed instances 7

Plans where time limit was reached 7

Mean planning time ± std.dev. (s) 3.8568 ± 4.8679
Mean execution time ± std.dev. (s) 108.23 ± 23.486

V. EXPERIMENTAL RESULTS

We tested our proposed algorithm on the following virtual
experimental setup using the Virtual Robot Experimentation
Platform: eight common household objects (heaviest of which
is 300 g) reside on a 80 cm by 70 cm rectangular tabletop
in front of the robot. To induce clutter, at each test instance,
the objects are randomly placed such that no object is closer
than 3 cm to another but each object is within 4 cm to at least
one other object. If any object is not visible by the perception
system, then that instance is discarded.

The goal of the robot is to move the “most difficult” object
to its tray located outside of the table with a Pick & Place
primitive, which is defined as the object that initially causes
the most number of object collisions using that primitive. For
the retrieval to be successful, irrelevant objects as well as the
target object must also stay upright (i.e not topple or fall down
from the table) at the end of manipulation. In Figure 7, such
an example along with our general setup can be seen. Another
example manipulation can be viewed at the following address:
http://www.youtube.com/watch?v=rcsm3pJwFn8

In the experiments, dmin was chosen as 2 cm and the time
limit was set to 15 seconds. We took 90 runs and observed
that the plans generated failed on only 7 instances, 6 of which
were caused by grasp failure and the remaining one was caused
by toppling of objects. The 15 second time limit was reached
and a suboptimal plan (compared to the shortest plan that our
planner is able to find) was generated in 7 instances. These
results, along with the mean planning and execution times of
the 83 successful instances, are reported in Table II.

Taking the duration spent as a performance measure, our
planning times show that our considerations for computation-
ally low-cost planning such as a simplified world model and
greedy heuristics achieve satisfactory performance. Our plan-

http://www.youtube.com/watch?v=rcsm3pJwFn8


ning algorithm works in significantly less time compared to
the primitive-based planner by Dogar and Srinivasa designed
for a 7-DOF arm working in a similar tabletop setup with a
similar number of common household objects [9]. In addition,
our average execution time is 2-3 times longer than the two
reported execution time measurements in the same work. From
this, we observe that the limits imposed by our lower number
of DOF reduce the manipulation performance but are far from
rendering the problem unsolvable. Ultimately, our planning
and execution times are reasonable (on the order of a few
seconds and minutes respectively) and comparable to a more
complex method proposed for a similar problem.

VI. CONCLUSIONS AND FUTURE WORK

In this study, we have presented a custom design low cost 5-
DOF manipulator and a primitive-based manipulation planner
for tabletop clutter. It features non-prehensile and non-lifting
maneuvers to compensate for its relatively low degree of
maneuverability and payload compared to other manipulators
in the literature. We have demonstrated its performance on
clutter induced by common household objects in a simulated
environment.

Our simple gripper and low DOF design is shown to be
sufficient for manipulating objects with simple geometries. At-
tempts will be made to improve the design to accommodate a
higher number of DOF and a dexterous hand (with affordabil-
ity as our highest priority) in order to allow the manipulation of
objects with more complex geometries. An equally important
unaddressed problem is handling objects that are initially
behind clutter and not detectable by the perception system.
We will investigate the feasibility of interactive perception
methods such as changing the robot’s position and planning
with actions that will manipulate the clutter into revealing the
objects behind as solutions to this problem. Finally, we will
focus on porting our software to a dedicated low cost platform
instead of a personal computer.
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